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Abstract. This paper offers a concise description of the general aims of the automatic
analysis of textual data (AATD) from the perspective of the statistical treatment of
unstructured data in relation to structured data. An overview of the instruments,
characteristics and limitations of AATD, both in the context of text analysis and of text
mining, is offered. The practical results are illustrated via a case study concerning
gastronomy. The study focuses on the analysis of the language of gastronomic critique; on
the individuation of typologies of cuisine in Italy; on examples of fuzzy categorisation of
reviews of eating places; and on the construction of grammars for the recognition of
complex structures such as those used in menu entries.
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1. INTRODUCTION

In the last thirty years or so, developments in computer science, in the statistical
methods for the study of complex phenomena and in the instruments and resources
of computational linguistics have made the automatic treatment of textual data
possible. In the literature, a distinction between Text Analysis (TA) and Text Mining
(TM) is usually drawn. TA, essentially conceived of as computer-aided qualitative
research, encompasses content and discourse analysis. That is, it includes both the
study of ‘what’ is comprised in a set of texts (Krippendorff, 2004) and of ‘how’ that
content is told, narrated and written about (which in turn includes information about
both the actants and the actors of sentences (Greimas, 1991)). TM is instead to be
regarded as an ensemble of processes for the extraction of information from ‘mines’
of textual material. Its main aim is to select, reduce, categorise or classify texts, in
either a supervised or an unsupervised fashion. These classifications are carried out
in either a deterministic way (univocal and exhaustive classes) or a fuzzy way
(allowing for an item to belong – to different degrees – to more than one class). From
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a statistical point of view, both scenarios require one to work on unstructured data.
The general objectives of the automatic analysis of textual data (henceforth,

AATD) are the following: i) to study the significant fuzziness of what is expressed
in natural language, with a view to describing its lexical characteristics, extracting
specific information from it, or define its ‘structural’ features on the basis of the
tools of computational linguistics; ii) to analyse the content of a ‘context unit’
(entire documents or fragments of texts) and produce global knowledge by using
multi-dimensional statistical methods (both mapping techniques and automatic
classification techniques), with the aim of grasping the fundamental sense of the
documents studied, beyond the simple words.

According to a ‘metrical’ approach (Bolasco, 2010b), the basic features of
AATD are: i) texts are not directly read; rather, several distinct readings of them are
produced on statistical grounds, i.e., on the basis of models; ii) the information
contained in unstructured data is systematically connected to that associated to
units of context consisting of structured data – the latter being conceived of as
information external to the object of study (Balbi and Giordano, 2001).

2. FUNDAMENTALS OF AATD

The automatic analysis of textual data consists of several steps, to be combined
differently according to one’s specific aims. The object of study is always a
significant collection of texts (‘corpus’) constituted of entire documents (articles,
larger works, reports etc.) as well as short pieces and fragments (replies, messages,
tweets, advertisements, emails etc.). The individual elements of the collection
represent a unit of context. The size of these collections is usually very large – from
hundreds or thousands of documents up to millions of fragments. A line of research
known as WaC studied the Web as Corpus (Baroni and Bernardini, 2006), and in that
case the analysis involves billions of words.

An essential requisite for any computer-based treatment of textual material is
the correct recognition of their digital encoding. Since the possible sources for the
acquisition of such material are many (texts already in digital form, text images to
be ‘OCRised’, webpages, transcriptions of oral messages), it is necessary that the
AATD software be capable of interpreting correctly the encoding (DOS, ANSI,
UTF8, Unicode etc.), the file format (PC, Unix, Mac) and the file type (txt, doc, rtf,
xml, html etc.). This stage can be regarded as the step zero of every subsequent
process, and should never be neglected. Otherwise, malfunctioning of the AATD
both in the gathering of the elements of the collection and in the importation of text
is likely.
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The next phase is the acquisition of unstructured data. This calls for the
‘numerisation’ of the text through a tokenisation process aimed to individuate the
basic units of analysis as lexical units. This action, often called ‘text parsing’,
associates two numerical codes to each unit. The first code identifies each word
which is graphically different from the others (word type), the second the occurrences
of that word in the corpus (word tokens) and their relative positions. The result is
the ‘vocabulary’ of the corpus, that is, the list (index) of all the types together with
the number of their occurrences. The vocabulary defines the ‘linguistic’ statistical
variable, distributed – as is well known – according to Zipf’s law (Lebart et al.,
1998). This means that one deals with a Paretian distribution that expresses on a
logarithmic scale the linear relationship between rank and frequency. The linear
coefficient is a measure of lexical richness.

This first step in the AATD is not unique, though several distinct tokenisations
are possible, depending on the pre-defined delimiters and the kind of lexical units
to be analysed (inflected forms, lemmas, stems, multiwords – for more on this, see
Bolasco (1999).

A second pre-treatment phase is constituted by normalisation. This is the
procedure of standardisation of graphical forms aimed to eliminate irrelevant
graphic differences and preserve relevant ones (for instance, via the TaLTaC
software (Bolasco, 2010b): www.taltac.it). Capital letters at the beginning of the
sentences, stresses, inverted commas, apostrophes, hyphens, titles, dates, symbols
indicating currencies and, more generally, different kinds of numbers produce
lexical units that are distinct in spite of their having identical content. These
differences are purely formal, and must be eliminated so that the uniqueness of the
unstructured data is guaranteed. This is done by implementing specific algorithms.
To safeguard significant differences, instead, the normalisation procedure captures
at the very beginning those pieces of information that are useful to disambiguate
some of the lexical units. For example, words beginning with a capital letter denote
named entities (persons, locations, organisations) which are to be distinguished
from common names with the same spelling (e.g., Rose≠ rose). Many locutions (be
they grammatical, verbal or nominal) disambiguate common words2. In particular,
expressions based on nouns can be both literal (town centre, shopping centre) and
polyrhematic (De Mauro, 1999-2007) with idiomatic meaning (credit card). Once

2 In Italian, for instance, the word parte can be both a verb and a substantive; however, the
expression “in parte” indicates an adverbial function, while “da parte di” is a composite
preposition.
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they have been recognised, these turn out to be particularly relevant for capturing
the real sense of the discourse. The level of relevance is individuated on the basis
of use and common sense and/or on the basis of the pertinence to specific technical
or scientific sectors. The use of sources external to the corpus, acquired as statistic-
linguistic resources in AATD softwares, makes these recognitions possible.

On the basis of the foregoing procedures, it becomes possible to attribute
meta-information to unstructured data. At the lexical level, this is done on the basis
of a process of recognition, both linguistic (grammatical tagging and lemmatisation)
and thematic (semantic tagging). In this case, too, one has recourse to external
sources such as dictionaries, lexical databases (like WordNet®) and ontologies.
The corresponding different annotations create groups of lexical units that allow
one to ‘thicken’ a sparse language (much like in those cases in which one re-encodes
during certain stages of the treatment of structured data).

Thirdly, with a view to selecting variables useful for the analysis of content,
one attributes values to lexical units by implementing specific criteria. By so doing,
one can extract those keywords that are most useful for formulating answers to the
specific questions posed by the research process. In this case, one speaks of either
a ‘peculiar’ or ‘specific’ or ‘relevant’ language. In the first, keywords differentiate
between the corpus and other corpora (Bolasco, 2005); in the second, between
various parts of the same corpus; in the third, between individual units of context
(for this last point, see Section 2.2.2).

All these treatments taken together constitute the lexical level of AATD,
which is instrumental to the subsequent textual level of the analysis. The latter
consists of: i) the extraction of information through the search of ‘entities of
interest’ in the documents or fragments of the corpus; ii) the coding of some
unstructured data on the basis of ETL treatments (Extraction, Transformation,
Loading); iii) the querying of texts with a view to finding their characteristic traits,
and to annotating the elements of the collection with the attribution of additional
meta-information. These activities of text mining are required for the classification
and automatic categorisation of documents.

The oldest and most elementary operation of the textual kind is the analysis
of concordances. That is, the overall visualisation of the contexts of an individual
type (Busa, 1951). This allows one to distinguish the senses and meanings of words
as these appear in the corpus. The examination of concordances, in particular,
enables one to discover collocations, that is, recurring associations of pairs of
words. For example, in a corpus related to competitive tenders, a word such as
station is often collocated with words such as railway, police, radio etc. It is
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advisable to lexicalise3 such collocations, which means to create new multiwords
via semantic tagging and, as a matter of fact, identify seemingly different meanings.
Collocations are also discovered through the analysis of co-occurrences or of
measures of similarity between words (cosine, chi-square,…) (Rajman and Lebart,
1998).

The analysis of the textual kind, moreover, allows one to build various types
of resources and models useful for the individuation of specific entities or concepts
in the texts. This is done by defining ‘local grammars’ based on hybrid systems with
the combined use of lists (dictionaries) and rules (regular expressions) for the
extraction of complex structures with variable elements. An example of such a
grammar is the model capable to recognise a date in the day/month/year format
together with the day of the week (Poibeau, 2011)4. In a previous work, we have
construed grammars for the recognition of phrasal verbs (Bolasco, 2010a) and
locutions indicating the places of daily activities (Bolasco et al., 2007). In what
follows here, a grammar aimed to reconstruct restaurant and tavern menu entries
will be illustrated. Every AATD can produce a matrix of data, usually constituted
by both unstructured (textual) data and structured (quantitative or codified) data.
Each matrix, analysed via multidimensional statistical techniques (for istance, of
visualisation or automatic classification), produces new knowledge. The traditional
matrix is the [lexical units × units of context] matrix, but many more should be taken
into account to give a complete overview of the relevant multidimensional techniques.
Among these, Support Vector Machine, Latent Semantic Analysis, Multiway
Methods, Kohonen Maps, Multidimensional Scaling and others.5

3. A STUDY OF GASTRONOMIC OFFER

The case study to be examined in what follows focuses on the analysis of two Italian
restaurant guides.6  Such analysis aimed to explore the lexicon of gastronomic
critique as well as the kinds of cuisine in Italy. Some of the concepts introduced so

3 In AATD a lexicalisation represents a new parsing, through which one individuates an entire
locution as a single occurrence (multiword). This entails that the occurrences of the entire
vocabulary must be calculated anew.

4 In written texts, dates can appear in extended form, as incomplete expressions (January 2011,
Monday 27), in purely numerical form (20-2-98), in mixed form (20 February 1998), in
different orders, with or without hyphens, with dots and/or slash. In a word, they are constituted
by several variables (lists: January,… December; Monday, … Sunday) together with rules for
the combination of numbers (01, ... 28, (29), 30, 31) and years (either two or four figures).

5 Some of these are described in other contributions to this journal issue.
6 In particular, the Slow Food and Gambero Rosso 2008 guides.
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far in this paper will be employed to illustrate the results of this work. What we will
call the ‘SF-GR2008’ corpus is constituted by 3,285 reviews of eating places:
restaurants, taverns, agritouristic places and others. These are collected in a 4.8 MB
file.

To begin with, codified information for each eating place is associated to the
initial unstructured data (the review texts). Such information concerns: type of
place, publishing house, region, city, price range, number of seats, price/quality
balance.

An initial parsing of the text produced a vocabulary of 33,586 types (V=variety)
for a total 687,994 tokens (T=text size). Through normalisation, 7,529 relevant
lexical units were identified, including proper names (78%) and toponyms (22%).
References to territory are fundamental here: for instance, city districts (Cuneo,
Brindisi) and historico-geographical regions (Costiera Amalfitana, Altipiano di
Asiago). Moreover, polyrhematic expressions for food were identified (frutta
secca, crème caramel, fiori di zucca), which led to 622 new multiwords constructed
from the individual forms selected in the first tokenisation. This allowed one to
work from the very beginning with a vocabulary of mixed lexical units (lexias) as
close as possible to the real meanings of the words appearing in the texts.

3.1 LEXICAL FEATURES

Grammatical tagging on the vocabulary just discussed (Table 1) pointed out the
‘imprinting’ of the corpus. A comparison with everyday language7, in particular,
allowed one to single out some structural elements shared by the review texts.
Qualitative judgments are numerous (repeated adjectives), and the same goes for
names (which are very varied and with a sensibly higher-than-average number of
occurrences). On the other hand, verbs are deficient (both in terms of variety and
of number of occurrences), which is due to the fact that very often the gastronomic
offer takes the form of a simple list (menu).

By using an external semantic resource it is possible to select the types of the
vocabulary based on gastronomic features: food, ingredients, modality of cooking
(al forno, alla brace), cutting (carpaccio, filetti) and preparations (passata,
timballo, frittelle). Overall, these add up to 4,200. By additionally distinguishing
between main courses, other courses, side dishes and desserts, one can then
compare these results with the kinds of eating places.

7 By everyday language we mean here the language of newspapers. In particular, the case study
used as a point of reference a lexicon of frequency (corpus Rep90) defined on the basis of 10
years of issues of La Repubblica (Bolasco and Canzonetti, 2005).
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A very typical lexical trait of the language of cuisine is that altered forms –
diminutives and pet names (raviolini, ravioletti) but also augmentatives (ravioloni,
spaghettoni) – are abused, in fact pandemic in gastronomic offers. One can even
find several alterations in the same dish description: “tortino di taglierini al
finocchietto”. In this context, at the top of the course-based rankings one finds:
lasagnette (pasta-based main courses), bracioline (meat), seppioline (fish),
pomodorini (vegetables) and sformatino (other dishes). This tendency to use altered
forms is growing in Italy, and appears to be an expression of what one may call the
‘cuddle principle’: the alteration gives a feeling of comfort and genuineness, as if
one were at home. It invites one to taste, and evokes a shift from necessary nutrition
to pure enjoyment.

Table 1: PoS incidence in the SF-GR2008 corpus and in the language of
newspapers (Rep90)

Language of newspapers
 (Rep90) SF-GR 2008

V T V T
Part of Speech % % % %

ADJ 16.5   5.1 13.1   6.4

ADV   2.6   3.3   2.3   2.7

NOUN 35.7 31.6 55.3 34.0

VERB 44.5 25.7 26.2   9.7

OTHER   0.7 34.3   3.1 47.2

Total 100 100 100 100

3.2 DIFFERENT WAYS OF BUILDING UP CATERING TYPES

In order to define the main typologies of gastronomic offers on the basis of an
unsupervised ‘hard’ classification (units assigned to exactly one of the clusters), in
previous work we analysed individual words and produced several partitions of 3
to 7 mutually exclusive clusters. In particular, our previous analysis of Gambero
Rosso restaurant reviews from 2008 – based on food mentioned and categories such
as hospitality, atmosphere and tradition – allowed us to individuate several kinds of
restaurants. In particular, we have been able to classify in a unsupervised manner
“places” on the basis of single words, so extracting specific lexicons.  From then on,
with the aim of defining a supervised but fuzzy categorisation (units assigned to
each and every cluster according to their degree of membership) still based on
individual words, we employed the tf-idf index to attribute scores to documents
(Bolasco and Pavone, 2008).



16 Bolasco S.

3.2.1 AN UNSUPERVISED WORD-BASED HARD CLASSIFICATION

The initial unsupervised classification based on words provided us with a rather
traditional viewpoint based on a sharp tri-partition: eating places with meat-based
dishes, eating places with fish-based dishes, and places where complex food
processing converges towards the creative preparations typical of high-level
cuisine. A more fine-grained cluster analysis (based on 7 groups) focusing on food
mentioned and words having to do with categories such as ‘environment and
service’, ‘smells and tastes’ and ‘territory and tradition’, subsequently led to the
individuation of the following typologies: 1) High-level cuisine with tasting menus
and gourmet gastronomy (13%); 2) Quality tastes with excellence in meat- or fish-
based menus also including home grown vegetables (14%); 3) Seaside open-air
restaurants, with a bonus for the quality of raw materials and service (12%); 4)
Reception and atmosphere, with local products and rich wine cellars (18%); 5)
Eating places offering exclusively fish (12%); 6) Traditional eating places, with
regional specialities and seasonal food (13%); 7) Taverns with simple, home cuisine
(18%).

Each one of these typologies is well identified on the basis of the corresponding
lexicon. Indeed, individual words acquire a very delimited meaning in virtue of
their being associated with others and their belonging to a specific context within
each lexicon. For instance, the lexicon of Taverns includes words such as: salumi,
prosciutto, funghi, salsiccia, brace, polenta, gnocchi, coniglio; that of Tradition
includes: pasta fresca tirata a mano, salumi e formaggi di qualità, specialità
regionali, prodotti locali; and that of the High-level cuisine includes: salsa, crema,
tortino, croccante, tartare, foie gras, appetizer, cioccolato. On the other hand, most
of the times an eating place presents a mix of these elements – this is why a fuzzy
categorisation is more appropriate than a univocal one.

3.2.2 A SUPERVISED FUZZY CATEGORIZATION VIA TF-IDF

In order to measure how much of what an eating place offers belongs to fish- rather
than meat-based cuisine, or to traditional cookery rather than to the category
characterised by reception, it is necessary to attribute a degree of membership
(DoM) to each one of these types (such degree is obtained through an unsupervised
classification), “adequately tuned according to an appropriately established fuzziness
coefficient” (Coppi et al., 2010). This can be done by applying to each place – in
the form of a query – the lexicons that are typical of each class of the cluster analysis,
and calculating the tf-idf index. By so doing, one obtains a supervised categorisation
of each place. The tf-idf index (Salton and Buckley, 1988; Sebastiani, 2002)
attributes values to places on the basis of the number of words in each query that



Introduction to the automatic analysis of textual data via a case study 17

are present in the corresponding review. The tf-idf of a lexical unit in a document
is calculated, via Taltac software, by the weight wik:

w tf log
N

nik ki
i

=

where tfki is the frequency of the i-th word in the k-th document, N is the number
of total documents in the corpus and ni  is the number of documents where the i-th
word is present. This value is then normalised according to the profile (vector) of
the words that compose the document. To calculate the overall index of the
document relative to a query constituted by a plurality of units of sense, one
calculates the values of the TI(ki)norm of a matrix where the rows correspond to the
documents (k=1,…,N) to be assigned values, and the columns correspond to the
terms (i=1,…,Q) of the vocabulary. This entails that not only is each term present
in a document weighed up on the basis of its frequency in the document (tf) and of
the discriminant power that this element possesses in the collection (idf), but also
the weight (wik) is made relative to a norm represented by the profile of the
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An application of this to eating places in two regions of Italy (Piedmont and
Sicily) can be found in (Bolasco and Pavone, 2008).

3.3 THE INDIVIDUATION OF NUCLEI OF SENSE

In every technical language multiwords are particularly important. Recognising
them brings the automatic analysis of unstructured data closer to the understanding
of a text read by a human being. It is therefore useful to recognise the sectorial
terminology in the form of locutions that allow one to grasp the real meaning of each
word when it is put together with others. In our case, this can be done starting from
the extraction of noun phrases.

The search for these entities is carried out via the formulation of regular
expressions that interrogate the individual reviews with a view to extracting pairs
(or triplets) of nouns (N) connected to each other by the preposition <di> or <al>:
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<N+di+N> polenta di ceci, <N+al+N> piccione al forno, <N+di+N+di+N>
cannelloni di guanciale di manzo. Alternatively, one can have noun+adjective pairs
<N+A>: for instance, pecorino sardo. The SF-GR2008 corpus contains many
thousands of these noun phrases. In order to isolate the locutions that indicate food,
one eliminates from these the false positives (botte di rovere etc.) by requiring that
sequences have a food terms as their first constituent. More than 17,125 forms
remain, and since all of these appear to be significant, one moves on to their
lexicalisation. This creates a vocabulary full of multiwords, which are very relevant
because they act as ‘atoms of sense’. Post-lexicalisation, the vocabulary contains
more than 50,000 entries.

Starting from the moment in which this vocabulary becomes available, every
activity of automatic search in the text is much closer to the real sense of the
discourse items. And one discovers, for instance, that in the gastronomic lexicon a
word such as crema – which one would generally associate with something sweet
– identifies a preparation that can in fact be associated with the most diverse tastes
(crema di funghi/ ceci/ patate/ crostacei/ scampi/ sedano/ limone and other 300
cases like these). The same goes for ambiguous words such as filetto (f. di maiale/
manzo/ coniglio/ pollo/ dentice/ spigola/ rombo), carpaccio (c. di manzo/ cervo/
tonno/ filetto/ polpo/ funghi/ pesche), tortino (t. di cioccolato/ baccalà/ carciofi/
melanzane/ patate/ ricotta). In the reviews that were the object of study there were
more than 70 preparation-related terms, and these generated more than 3346
multiwords. This refinement of the unstructured data allowed the study of catering
typologies to make a remarkable qualitative leap.

3.4 A FUZZY CLASSIFICATION BASED ON COMPLEX STRUCTURES

A conceptual investigation of the traditional vs. innovative nature of the cuisine of
a given eating place, as well as of the simplicity vs. complexity of the menu it
proposes, demands an analysis of more complex units of sense. The aim is to
identify the individual menu entries, the specific dishes, in every possible detail
(food, ingredients, smells and modality of preparation). The underlying hypothesis
is that the gastronomic (i.e., high-level) cuisine proposes complex dishes, described
via very long sequences of words – where the main food is presented together with
the ‘side elements’, which are also described in the most minute details (costolette
di agnello al pane aromatizzato con rosmarino e chiodi di garofano). In particular,
creative and innovative cuisine usually corresponds to descriptions that begin with
words indicating preparations rather than food types (tortino di merluzzo in sfoglia
di granturco con crema di verdure e porro croccante). On the contrary, traditional
cuisine is more often than not constituted by dishes described via short sequences,
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the incipit of which is typically a term indicating the basic food and ingredients
(maialino alle erbe aromatiche).

The grammar of locutions, useful for reconstructing these expressions, is
constituted by either individual foods (N) or nuclei of sense (NdN, NA), tied to each
other by prepositions (Prep) <al, con, in, su> and one or more conjunctions (Conj)
<e>. These ‘atoms’, in turn, constitute – also in a reiterated fashion – ‘molecules’
that reconstruct the entire dish. For instance:

(NdNdN) + Prep + (NdN) + Prep + N + Conj + (NA)

cannelloni di guanciale di manzo al profumo di cacao con verdure e tartufo nero

Once identified and lexicalised, 25,000 molecules are marked on the basis of the
presence of semantic traits corresponding to the initial hypotheses. That is, on the
basis of their belonging to the specific category of (from the simplest to the most
complex): A) Traditional cuisine; B) Territory-based cuisine; C) Product-oriented
cuisine; D) Creative cuisine.

For example, a dish is of type B) if the corresponding linguistic sequence
includes a toponym, a ‘territorial’ adjective (asparagi maremmani) or a dialectal
element (plin con burro e salvia). This presupposes that linguistic resources
containing these features exist and can be enriched by the analysis itself. If this is
the case, one can even identify the way in which the elements above are mixed with
each other, and consequently produce a supervised classification of a fuzzy type via
tf-idf (Bolasco and Pavone, 2011). This means that one measures the coexistence
in the gastronomic offer of a particular eating place of various kinds of cuisine (from
A to D above), within a continuum that has tradition and innovation as its extremes
(incidentally, as a matter of fact this dichotomy is progressively turning into a
fundamental mixture, and the fuzzy classification can measure the degree of such
mixing (Bolasco, 2011)). Lastly, putting the above together with the codified
information allows one to measure the correlation of this continuum with the
typologies of eating places. In other words, it enables one to get to know whether
taverns are more innovative than restaurants or, vice versa, high-level cuisine gets
back to tradition and territory much more than taverns do. In this case too, the
fuzziness of the classification is measured via tf-idf values. These are doubly
standardised: first by column (relative to the max for cuisine category) and then by
row (calculating the incidence of a place’s belonging to each category). As a
consequence of this, the DoM has a values between 0 and 1.

Each one of the types above is defined on the basis of thousands of variables
(quite often hapaxes): 1,121 for traditional cuisine, 1,707 for territory-based
cuisine, 2,789 for product-oriented cuisine and 1,804 for creative cuisine, respectively.
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Accuracy is difficult to calculate, but it can be estimated not to exceed 60%. The
limitations of the model have to do with the variety of written texts in the reviewed
menus - which sometimes, since they are in the form of lists, do not even employ
punctuation marks correctly.

On the basis of the fuzzy classification, one can see that Creativity is absent
in 58% of the considered eating places and Tradition in 41% of them (Table 2). This
classification also provides useful information with respect to the question whether
– and, if so, how much – creative cuisine tends towards tradition and the simple,
traditional cuisine of taverns aims to be creative. By differentiating four groups
the DoM values - absent (DoM=0), present (0 < DoM < 0.35), consistent (0.35
≤ DoM ≤0.5) and predominant (DoM > 0.5), one obtains the intersection shown
in Table 2.

In 19% of the places where Creativity is predominant or consistent, Tradition
is consistent or present for a 22% of cases, and predominant in another 5%. It is,
however, first and foremost in the 23% of places with low presence of Creativity that
Tradition is present (45%), consistent (13%) and predominant (6%).

Table 2: Intersection of the two typologies Tradition / Creativity

Fuzzyness Absent Present Consistent Predominant Tot
 Trad/Creat Creat Creat Creat Creat Tradition

DoM=0 0<DoM<0.35 0.35≤DoM≤0.5 DoM > 0.5

Absent Trad
DoM=0 18.9 8.3 6.4 7.1 40.8

Present Trad
0 < DoM < 0.35 10.9 10.6 2 0.7 24.2

Consistent Trad
0.35 ≤ DoM ≤ 0.5 9.1 3.1 0.2 1.2 13.6

Predominant
Trad 19 1.5 0.9 0 21.5
DoM > 0.5

Tot Creativity 57.9 23.4 9.6 9.1 100
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