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A NEW METHOD FOR ADAPTING THE
 K-MEANS ALGORITHM TO TEXT MINING
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Abstract: k-means is one of the most commonly used partitional algorithms. It is widely used
for text clustering as it converges fast to a local optimum, even when it works with a large
sparse matrix. In this paper, we propose a new version of k-means, called AIC-k-means, that
uses Actor Information Centrality index to select centroids. We compare results of three
partitional criteria functions (k-means, Partitioning Around Medoids and AIC-k-means)
using three internal measures (Silhouette, Dunn’s index and Calinski and Harabasz). An
application was conducted on 3,630 tourism advertisements, published in five National
Newspapers (Corriere della Sera, la Repubblica, La Stampa, il Sole 24 ore and L’Unità)
from January 1st 2010 to December 31st 2010.

Keywords: Internal validation clustering, k-means, PAM and Actor Information Centrality
index.

1. INTRODUCTION

A common characteristic of the majority of clustering algorithms is that they
impose a clustering structure on the data set, though it may not possess such a
structure (Theodoris and Koutrombas, 2006). Gordon (1999) clarifies that “each
clustering strategy involves an underlying model for the data, even if this is not
defined explicitly, and it can distort the structure actually present in the data in order
to fit this model”. For this reason, the clustering validation phase is extremely
important to assess the quality of results. In text clustering, a corpus is transformed
in a large sparse matrix and its dimensionality needs to be reduced (Aureli and Iezzi,
2004). Dimensional reduction is the process of transformation of high-dimensional
matrix into a meaningful representation of lower dimensionality. Traditionally
dimensional reduction was performed using correspondence analysis applied to
lexical tables, multidimensional scaling, clustering methods, or combining a mix
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of statistical multivariate techniques that mitigate the curse of multidimensionality
or other undesired high-dimensional space (Fabbris, 1997; Balbi and Misuraca,
2005; Bolasco et al., 2010). In text clustering, due to computational difficulties
generated by large sparse matrix, an interpretive approach is preferred to a
comparative approach. In fact, the popular partitional method k-means is also
widely used because it converges quickly to a local optimum.

In this paper, we propose a new version of k-means, called AIC-k-means,
which uses Actor Information Centrality (AIC) index to selects centroids. We
compare the results of AIC-k-means algorithm with k-mean and Partitioning
Around Medoids (PAM), through three internal measures.

The validity of a text cluster solution can be examined in several ways.
External criteria compare a classification with external information that was not
used in the construction of the classification (Tuzzi and Tweedie, 2000). Internal
criteria are based on the classification that is obtained from the cluster analysis,
generally comparing it with the original data. Relative criteria compare different
clustering solutions of the same set of words/texts. Jain and Dubes (1988) discuss
validation tests which they divide into four classes: 1) tests of the complete absence
of a cluster structure in data; 2) tests of the validity of an individual cluster; 3) tests
of the validity of a partition of the data into clusters; 4) tests of a hierarchically-
nested set of partitions.

It is well-known Poisson null models where the objects can be represented by
points that are uniformly distributed in some region A of p-dimensional space.
Different cluster validity indices have been proposed in the literature to address the
problem of determining the number of clusters. For example, several approaches
(Dunn, 1974; Halkidi et al., 2001) employ compactness and separation measurements
for evaluating and selecting an optimal number of clusters. Milligan and Cooper
(1985) present a comprehensive survey of methods for estimating the number of
clusters. They evaluate 30 Monte Carlo procedures for determining the number of
clusters.

The paper is organized as follows: in Section 2, we present three partitional
algorithms k-means, PAM and AIC-k-means; in Section 3, we describe three
internal evaluation measures and in Section 4, we present the case study on tourism
advertisements.

2. PARTITIONAL CLUSTERING ALGORITHMS

Partitional clustering algorithms offer a system of organising a large amount of
documents by grouping words and texts in a small number of k classes. The
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performance of clustering algorithms can be measured through their ability to
recover clusters known in advance (Cerioli, 2005). Everitt (1993) highlights that if
classification variables are correlated each other, so that groups exhibit elliptical
rather than spherical shape, the performance of many widely used methods often
worsens to a considerable extent. The failure of the standard k-means method is due
to the fact that cluster analysis is performed with a distance function which is chosen
a priori, without reference to the actual shape of the clusters. In text clustering,
lexical correspondence analysis or multidimensional scaling is widely used to solve
this problem, to transform corpus previously encoded and reduce the dimensions.

From a mathematical point of view, a clustering C is a partition of a set of
points, or data set D into mutually disjoint subsets C1, C2, . . . , CK called clusters.

Formally, C = {C1, C2,…, CK} such as Ck ∩ Cl = ø and  C
kk

K
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Let a corpus C, represented by a vector of weighed terms of the form: dj=(w1j,
w2j, …,wij, …, wpn), where wij represents the weight for term i, attached to
document dj. By joining these vectors, we get the D (n × n) word-term-by-document-
matrix, where n are words and p are documents. We propose an integrated approach
that is a sequential implementation of several multidimensional methods. In the
first step, we reduce the dimensions of D(n × p), applying lexical correspondence
analysis (Lebart et al., 1998). We calculate the association structure of D using the
singular value decomposition: S=U∑VT matrix, where ∑ is the diagonal matrix

with singular values in descending order: σ σ σ1 2≥ ≥…≥
s , where s is the rank of

matrix S. The columns of U left singular vectors, and those of V the right singular
vectors, are orthonormal: UTU = VTV = I (Greenacre and Blasius, 2006).

In a second step, we combine lexical correspondence analysis and clustering
methods to better visualise and highlight the similarities between words/texts. In
particular, we apply a matrix of the first coordinates obtained in step 1) three
partitional cluster algorithms (k-means, PAM and AIC-k-means). In text clustering,
one of the most popular algorithms is k-means method. Jain et al. (1999) detected
the reasons behind the popularity of the k –means:
(1) Its time complexity is Onkl, where n is the number of patterns, k is the number

of clusters, and l is the number of iterations taken by the algorithm to converge.
Typically, k and l are fixed in advance and so the algorithm has linear time
complexity in the size of the data set;
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(2) Its space complexity is Okn. It requires additional space to store the data matrix.
It is possible to store the data matrix in a secondary memory and access each
pattern based on need. However, this scheme requires a huge access time
because of the iterative nature of the algorithm, and as consequence, processing
time increases enormously.

(3) It is order-independent. For a given initial seed set of cluster centers, it
generates the same partition of which the patterns are presented to the
algorithm.

However, the k-means algorithm is sensitive to initial seed selection and even
in the best case, it can produce only hyperspherical clusters.

We propose a new method to select initial centroids that is able to identify the
most central words or documents. The main idea of the k-means clustering is to
specify k centroids, one for each cluster. All samples in the dataset are compared
with each center by means of the Euclidean distance and assigned to the closest
cluster center. The basic algorithm for the k-means method is as follows:  1. Specify
the number of clusters k and then randomly select k observations to initially
represent the k cluster centers. Each observation is assigned to the cluster
corresponding to the closest of these randomly selected objects to form k clusters;
2. Centroids of the clusters are calculated, and each observation is reassigned (based
on the new means) to the cluster whose mean is closest to it to form k new clusters;
3. Repeat step 2, until the algorithm stops when the means of the clusters are
constant from one iteration to the next. In the traditional k-means approach,
“closeness” to the cluster centers is defined in terms of squared Euclidean distance,
defined by:

d x x x x x x
E c c

t

c
2 , ,( ) = −( ) −( )

where  x = (x1, x2, …, xp)
t is any particular observation and x

c
is the centroid for

cluster c.
Kaufman and Rousseeuw (1990) developed PAM, which is based on the

search of k objects called centrotypes or medoids, each one being representative of
a cluster. The k representative objects minimise the sum of the dissimilarities of all
objects to their nearest medoid. After finding a set of k representative objects, k
clusters are constructed by assigning each object of the data set to the nearest
representative object. The algorithm begins by selecting an object as medoid for
each of clusters. Then, each of the non-selected objects is grouped with the medoid
to which it is the most similar. PAM swaps medoids with other non-selected objects
until all objects qualify as medoid. It is clear that PAM is an expensive algorithm
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as regards finding the medoids, as it compares each object which any other object.
In literature, there are several versions of the k-means algorithm. The

approaches, that are most frequently used, were proposed by Forgy (1965) and
MacQueen (1967). Forgy suggested initializing the k-means algorithm c objects
choosing from the database at random and used as seeds. MacQueen recommended
choosing k centroids at random from the database as seeds.

We propose initializing the k-means algorithm considering the corpus as a
network (Iezzi, 2010; Iezzi, 2012). By D (n × p) term-document matrix, where n are
words and p are documents,  we build an adjacent matrix of words A=DDT (n × n)
or an adjacent matrix of documents A=DTD (p × p). An adjacent matrix represents
words/texts of a corpus that are together with other words/texts. We calculate the
AIC index (Stephenson and Zelen, 1989; Wasserman and Faust, 2008) from A
matrix to select centroids that represent the ’most central’ words or texts in a corpus.
This index measures how much information is contained in the paths that originate
(and end) at a specific word or text. The information index for text i is:

AIC
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. T is the trace of the diagonal entries of the

matrix and R is any one of the row sum.  We calculate the inverse of A: C=A–1 ,
which has elements [cij]. CI has a minimum value of 0, but no maximum value;
indeed, if T=2R, and cii=0, the index tends to ∞. We use relative information index
(CrI), obtained by dividing each index CI by the sum of indices:

AIC
C

CrI
I

i I

=
Σ
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that are bounded by 0 and 1. Wasserman and Faust (2008) point out that not every
A matrix can be inverted and in that case AIC cannot be computed. In fact, if the
matrix A has one (or more) rows (and hence column) full of zeros, the corresponding
C is not defined. In text mining, this situation is very common when we work using
an adjacent matrix of words A with hapaxes or when one (or more) text presents only
hapaxes. In those cases, AIC cannot be computed. To solve this problem we have
introduced a tolerance for near-singularities during matrix inversion equal to 1e-20.
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AIC-k-means algorithm

(1) Compute adjacent matrix A  (p × p) or (n × n)  on D word-term-by-document-
matrix;

(2) Calculate C matrix, where C=A-1, which has elements [cij];
(3) Determine Actor Information Centrality vector CI of length p or  n;
(4) Select the first k values of CI in descending sort and encode them;
(5) Build matrix AIC (g × k) composed of the encoded units k of step (4);
(6) Each observation is to the cluster corresponding to the closest of these centroids

selected using AIC index;
(7) Centroids of the clusters are recalculated, and each observation is reassigned (based

on the new means) to the cluster whose mean is closest to it to form k new clusters.
(8) Repeat step 7, until the algorithm stops when the means of the clusters are constant

from one iteration to the next.

An R program for performing steps 1 through 8 has been developed by the
author and can be made available upon request. This program is based on
appropriate modifications of the standard MacQueen algorithm.

3. INTERNAL VALIDATION MEASURES

Given the partitioning of a data set, validation measures answer questions of how
a cluster is structured, how the real pattern of the corpus is, which is the best
algorithm in a specific case, and how many groups there are in a corpus in respect
to contents and texts. When we want to assess internal validation clustering, we can
proceed in four different ways: 1) validation test, based on internal indices of
clustering tendency. In this case, we compare a (part of a) classification with the
original (Gordon, 1999) and we specify a null model for data (Sneath, 1966).

This section introduces three well-known validation methods as the Silhouet-
te, the Dunn’s, and Calinski and Harabasz. These indexes have shown to be robust
strategies for the prediction of optimal clustering partitions (Bolshakova and
Azuaje, 2003).

The Silhouette validation technique (Rousseeuw, 1987) calculates the si-
lhouette width for each sample, average silhouette width for each cluster and overall
average silhouette width for a total data set. First definition afterwards considerations
to construct the silhouettes Si the following formula is used:

S
b a

a bi
i i

i i

=
−

( )max ,
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where ai is the average dissimilarity2 of ith-word/text to all other words/texts in the
same cluster, and bi is the minimum of average dissimilarity of ith-word/text to all
words/texts in another cluster (in the closest cluster). If silhouette value is close to
1, it means the sample is “well-clustered”, that is an appropriate cluster. If silhouette
value is about zero, it means that this sample can be assigned to another closest
cluster as well, and the sample lies equally far away from both clusters. If silhouette
value is close to –1, it means that the sample is “misclassified” and is merely
somewhere in between the clusters. The overall average silhouette width for the
entire plot is simply the average of the Si for all objects in the whole dataset. The
largest overall average silhouette indicates the best clustering (number of clusters).

Using this approach each cluster can be represented by a so-called silhouette,
which is based on the comparison of its tightness and separation. The average
silhouette width can be applied for evaluation of clustering validity and also can be
used to decide how good the number of selected clusters is

Dunn’s Validity Index (Dunn, 1974) is based on the idea of identifying the
cluster sets, which are compact and well separated. The Dunn index defines the ratio
between the minimal intracluster distance, dmin, and the to maximal intercluster
distance, dmax. The index is given by:

D
d

d
min

max

= ,

The Dunn index ranged within the interval [0, 1] and should be maximised.
Calinski and Harabasz (1974) proposed the index:

CH
B

k
W

n k

= −

−

1 ,

where B is the sum of the squares of the distances between the cluster centroids and
the mean of all words/texts, W is the sum of the squares of the distance between all
words/texts and their B/W centroid, n is the total number of words/texts and k is the
total number of classes. The number of clusters corresponding to the highest CH
value is the optimal solution in the least-squares sense.

2 In this case, we used the Euclidean distance as dissimilarity matrix.
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4. A STUDY ON TOURISM ADVERTISEMENTS

We collected 3,630 tourism advertisements published by the top most popular
Italian newspapers (Corriere della Sera, La Repubblica, La Stampa, Il Sole 24 ore
and L’Unità) from January 1st 2010 to December 31st  2010. The Corriere della Sera,
the most important Italian daily by number of copies sold, published the most
number of tourism ads (1,125) followed by “La Repubblica” (980), “La Stampa”
(763) and “Il Sole 24 ore” (739), while “L’Unità” published only 36 tourism
advertisements (Fig. 1).

Figure 1: Distribution of tourism advertisements by Newspapers in 2010

 

May is the month in which the newspapers published the largest number of
tourism advertisements (439), August the lowest (106). The days of the week with
the highest number of tourist ads are Saturday and Wednesday (Fig. 2), are
statistically significant (x2=150.30 p<0.001). Before the pre-processing, the
corpus of ads is composed of 105,625 tokens and 5,250 words. The ads are very
short with an average number of tokens equal to 20.

The most frequent nouns are “holiday”, “world”, “hotel”, “wellbeing”,
“sea”, “art”, “relaxation” and “development”. The most widespread verbs, after
lemmatization, are “to be”, “to discover”, “to offer”, “to fly”, “to live”, “to have”
and “to be able to”. If we exclude the auxiliary verb “to be”, the ads emphasize that
tourism is, above all, a “new”, “unique” and “big” discovery.
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The normalised corpus presents a very standardised language. Table 1 shows
the results of several measures to evaluate lexical richness (hapax percentage,
lexical richness and Guiraud index). The ads show many hapaxes, because they face
very different issues (wellness, transport, cultural events, etc..). The language is
essential: few adjectives, brief descriptions and positive meanings (“wonderful
place”, “unique holiday).

Table 1: Lexical measures of the corpus before pre-processing

tokens (N) 105,625

types (V) 5,250

hapax percentage (V1/V) 22.09%

lexical richness (V/N)*100 4.97%

Guiraud index 16.15%

We performed three criteria functions (k-means, PAM and AIC-k-means) to
partition the tourism. We used three indices of internal measure (Silhouette,
Dunn’s, and Calinski and Harabasz indices) both to assess the quality of the results
with respect to information intrinsic to the data and to choose the best number of
groups (from 2 to 10). Fig. 3 shows that the optimal method is AIC-k-means
algorithm and that it detects eight groups (Fig. 3). The silhouette index (see Fig. 3a)
is close to 1 for AIC-k-means, it means that sample is “well-clustered” and it was
assigned to a very appropriate cluster. In particular, for a solution with eight groups
AIC-k-means is equal to about 0.90; while for the other two criteria we obtained the

Figure 2: Distribution of the number of tourist ads by day of week
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values that are significantly lower than our method. The Dunn index (see Fig. 3b)
identifies sets of clusters which are compact, with a small variance between words/
texts in the cluster, and well separated, where the means of different clusters are
sufficiently far apart, as compared to the within cluster variance. The highest values
of the Dunn index indicate the best number of clusters.  AIC-k-means presents a
value higher than k-means and PAM algorithms for eight classes. However, we must
emphasise that the values obtained with k-means and PAM do not differ greatly. In
the end, Calinski and Harabasz index introduces the variance ratio criterion to select
the best partition. The best solution is again the AIC-k-means, although the results
are very close to those obtained by the methods k-means and PAM. The PAM
algorithm provides a high performance even at 7 groups.

Figure 3: Plots of the silhouette (a), the Dunn index (b), and the Calinski and
Harabasz index (c)
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Table 2 shows the subjects of 3,630 tourism ads. Most of ads publish cultural
events such as exhibitions (735), but a significant number of ads is dedicated to
hotels (636), special destinations (544) and package tours (505).

This method allows identifying the initial centroids as exemplars of the
corpus, so improving k-means algorithm. We detected groups with a high internal
cohesion and good level of separation.
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