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VALIDATION TECHNIQUES FOR TEXTUAL DATA ANALYSIS

Ludovic Lebart1

Telecom-ParisTech, Paris, France

Abstract. Visualization tools (e.g.: principal axes methods) used together with clustering
techniques provide us with a “macroscopic” view of textual data sets.  After briefly
contrasting the supervised approach (leading to straightforward external validation) and
the unsupervised approaches (leading to several methods of internal validation based on
re-sampling techniques) we present, in the unsupervised case, some validation procedures
allowing for a critical and prudent use of the methods and thus providing an assessment of
the results. Most of these procedures could be described as variants of Bootstrap techniques
that take into account the complex nature of textual data.
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1. INTRODUCTION:  MULTIVARIATE ANALYSIS OF TEXTS

The statistical processing of texts is never a simple push the button operation,
despite of the deceitful user-friendliness of some software interfaces. To begin with,
texts are not easily converted into standard statistical data. The variables, for
example, instead of being given a priori, are derived from the text (words, phrases,
lemmas), this derivation implying the selection of some frequency thresholds.
Textual data also have in common a series of characteristics: they are often large,
high-dimensional, categorical, sometimes sparse, with a sequential structure.
Another important feature of textual data sets is the huge amount of available
metadata (syntactic and semantic information about words and sentences). In such
a complex environment, validation procedures are difficult to carry out, but they are
all the more necessary.  Section 2 is devoted to the contrast between supervised and
unsupervised approaches, in the specific framework of text analysis, and the roles
of these approaches in a validation strategy. We will then present in Section 3 a set
of Bootstrap methods allowing for a critical use of the visualisation and providing
an assessment of the obtained results. An example of application of several
validation procedures is presented in Section 4.
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2. SUPERVISED AND UNSUPERVISED APPROACHES

Let us remind that in Statistical Learning Theory (see e.g. Hastie et al., 2001), it is
customary to distinguish between the “unsupervised approach” (meaning
approximately: “exploratory or descriptive approach”) and the “supervised approach”
(closely related to “confirmatory or explanatory approach”).

Typically, clustering techniques (building clusters or classes) are unsupervised,
whereas discriminant analysis (assigning elements to existing classes or clusters)
or classical multiple regression are supervised methods.

External validation is the standard procedure in the case of supervised
learning models for classification. Once the parameters of the model have been
estimated (learning phase), external validation serves to assess the model
(generalisation phase), usually with cross-validation methods.

2.1 EXTERNAL VALIDATION IN THE CONTEXT OF CORRESPONDENCE
ANALYSIS

External validation can be used in the unsupervised context of correspondence
analysis (CA) in the two following practical circumstances:
a)  when the data set can be split into two or more parts, one part being used to

estimate the model, the other part(s) serving to check the adequacy of that model,

b) when some meta-data or external information are available to complement the
description of the elements to be analysed. We will assume that external
information has the form of supplementary elements (extra rows or columns of
the data table). In data analysis practice, the supplementary elements are
projected afterwards onto the principal visualisation planes. Their locations can
be assessed via Bootstrap validation (Section 3).

2.2 ABOUT ALCESTE METHODOLOGY: CREATING NEW “ARTIFICIAL
OBSERVATIONS” WITHIN A CORPUS OF TEXTS

We use voluntarily the oxymoron: “artificial observations” to highlight the originality
of the approach proposed by Reinert (1983, 1986a, 1986b) also known as ALCESTE
methodology.

The main idea is to consider the text as a “potential provider of observations”.
The text is cut out in somewhat arbitrary units, named Elementary Context Units
(Ecu) having equal or similar lengths (for example 20 consecutive words). The
underlying hypothesis is that such units are worth to be taken into consideration:
they contain valuable information. This hypothesis implies that some homogeneity
of the text is assumed. Let’s take an extreme counter-example: if a corpus contains
a lengthy quotation in a foreign language, it is obvious that the set of Ecus within
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this quotation will be drastically heterogeneous compared to the rest of the corpus:
the global analysis of all the Ecus will pinpoint this heterogeneity as a major
structural feature of limited interest at all because evident at the outset. Note that
the creation of these artificial observations is possible only because a corpus of texts
(or the parts of the corpus) does have a sequential or chronological structure.

If we process a set of, e.g., 50 political discourses through the CA of the
lexical contingency table (50 x 1000) cross-tabulating the 50 discourses with the
1000 most frequent words, we are in fact in the case of a supervised approach with
respect to the set of discourses. We take advantage of our knowledge of the partition
of the corpus into discourses to agglomerate the words, and, in so doing, we limit
the computation of the distances between words to their global frequencies within
each discourse. [In fact, CA of contingency tables is also a particular case of Linear
Discriminant Analysis (cf. Lebart et al., 1984) : from the point of view of textual
data, it produces the best functions to discriminate between discourses  from the
used words.]

Else, if we analyse through CA, for example, a partition of the corpus into
2000 Ecus, ignoring the partition into discourses, we typically are carrying out an
unsupervised analysis with respect to the discourses. If we project afterwards the
50 centroids (mean-points) of the Ecus belonging to each discourses (as
supplementary categories) we are performing an external validation of the
unsupervised analysis. As shown in the forthcoming example (Section 4.2), short
responses to open questions in a sample survey can be considered as (natural) Ecus
whereas categories of respondents can define (artificial) discourses.

As a matter of fact, both approaches are of interest and complement each
other: On the one hand, the supervised analysis of the (50 x 1000) [discourses x
words] contingency table, on the other the unsupervised approach of the (2000 x
1000) [Ecus x words] table, with subsequent confrontation with the partition into
discourses.

2.3 ADVANTAGES OF A FRAGMENTATION OF THE CORPUS

Let us sum up the advantages of the fragmentation of the corpus into Elementary
Context Units:
– The structure of the text within each discourse is taken into account, a piece of

information neglected in the classical approach dealing only with aggregated
tables.

– A deeper insight into the text, a finer granularity have an undeniable heuristic
power.
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– An external validation is performed using the partition of the initial corpus into
texts (Initial Context Units).

Besides this external validation, the quality of the visualizations remains to be
assessed. The resampling tools presented in the next section will be an indispensable
complement to the methodology dealt with in this section.

3. STABILITY, VALIDATION AND STATISTICAL INFERENCE

In the context of multivariate analysis of textual data, Principal Axes Methods (PAM
in the sequel) provide us with planar maps highlighting the associations between
words and texts. We need to assess the locations of points and to select the subsets
of statistically significant words. To compute the precision of estimates, the
classical analytical approach is both unrealistic and analytically intricate. Calculations
of stability are probably the most convincing validation procedures. These
calculations consist of verifying the stability of the configurations obtained after
various perturbations of the initial term-by-document matrix. In this spirit, the
Bootstrap technique allows us to decide whether the observed patterns are significant
in a statistical sense, as opposed to being the results of some random noise. It is then
possible to draw confidence areas (ellipses or convex hulls) around the points
plotted on the main maps whether those points represent words or texts.

3.1  BASIC PRINCIPLES OF THE BOOTSTRAP, A REMINDER

The nonparametric Bootstrap consists in drawing with replacement a sample of size
n out of N statistical units. Then, the parameter estimates such as means, variances,
eigenvectors are computed on the new obtained “sample” (Efron, 1979). This two-
fold phase is repeated K times. A current value of K is 200 (Efron and Tibshirani,
1993), but it can vary from 10 to several thousands according to the type of
application. We have at this stage K samples (the K replicates) drawn from a new
“theoretical population” defined by the empirical distribution of the original data
set, and, as a consequence, K estimates of the parameters of interest. Under rather
general assumptions, it has been proved that we can estimate the variance (and other
statistical parameters) of these parameters directly from the set of their K replicates.

In a multivariate context, numerous papers have contributed to select the
relevant number of principal axes, and have proposed confidence intervals for
points in the subspaces spanned by several principal axes. The s-th eigenvector of
a replicated correlation matrix is not necessarily homologous of the s-th eigenvector
of the original matrix, because of possible rotations, permutations or changes of
signs of the axes. In addition, the expectations of the eigenvalues of the replicated
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matrices are not the original eigenvalues (see, e.g., Alvarez et al., 2004, 2010).
Several procedures have been proposed to overcome these difficulties (Chateau and
Lebart, 1996; Lebart, 2003): among others, partial replications using supplementary
elements (partial Bootstrap: see Section 3.2 below), use of a three-way analysis to
process simultaneously the whole set of replicates (Holmes, 1989), filtering
techniques involving reordering of axes and Procrustean rotations (Markus, 1994;
Milan and Whittaker, 1995).

3.2 PARTIAL BOOTSTRAP

The partial Bootstrap makes use of projections of replicated elements on the
original reference subspace provided by the eigen-decomposition of the observed
covariance matrix (or, more generally, the product-moments matrix).

The partial Bootstrap has several advantages. From a descriptive standpoint,
this initial reference subspace is better than any subspace undergoing a perturbation
by a random noise. In fact, this subspace is the expectation of all the replicated
subspaces having undergone perturbations. The plane spanned by the first two axes,
for instance, provides an optimal point of view on the data set. After projecting the
K replicates of variable-points in the common reference subspace as supplementary
elements, we can compute confidence areas (ellipses or convex hulls) for the
locations of these replicates. Gifi (1980, updated: 1990), Greenacre (1984) addressed
the problem in the context of CA and multiple correspondence analysis.

Thus, for each variable-point and each pair of principal axes, a confidence
ellipse is derived from a simple principal components analysis of the two-
dimensional cloud of the K replicates. The lengths of the two principal diameters
of these ellipses are normatively fixed to four standard-deviations, the corresponding
ellipses containing approximately 85% of the replicates. Empirical evidence
suggests that, in this specific multidimensional framework, 30 is an acceptable
value for K, the number of replicates.

Note that confidence ellipses may also be replaced by confidence convex
hulls. Both ways of visualising the uncertainty around each variable-point are
complementary: ellipses take into account the density of the cloud of replicated
points, whereas convex hulls pinpoint peripheral points and possible outliers.

3.3 TOTAL BOOTSTRAP AND ITS THREE OPTIONS

The total Bootstrap consists in performing a new PAM for each replicate. Evidently,
the absence of a common subspace of reference may induce a pessimistic view of
the variances of the coordinates of the replicates on the principal axes. The most
obvious change concerns the signs of the coordinates on the axes, which may vary
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according to the diagonalization algorithm. We can also observe inversions of axes
from one replicate to another, and also rotations of the axes (Milan and Whittaker,
1995).

We have then to perform a series of transformations to identify the homologous
axes during the successive diagonalisations of the K replicated covariances matrices
Ck (Ck corresponding to the k-th replicate).

Three  types of transformations lead to three distinct tests for the stability of
the observed structure (Lebart, 2007):
1 Total Bootstrap type 1 (very conservative): simple change (when necessary) of

signs of the axes found to be homologous (merely to remedy the arbitrarity of
the signs of the axes). A simple scalar product between homologous original and
replicated axes allows for this elementary transformation.

2 Total Bootstrap type 2 (rather conservative): correction for possible interversions
of axes. Replicated axes are sequentially assigned to the original axes with
which the absolute value of the correlation is maximum. Then, alteration of the
signs of  axes, if needed, as previously.

3 Total Bootstrap type 3 (could be lenient if the Procrustean rotation is done in a
space spanned by many axes): a Procrustean rotation (Gower and Dijksterhuis,
2004) aims at superimposing as much as possible original and replicated axes.

Let us sum up the main features of the three methods.
Total Bootstrap type 1 ignores the possible interversions and rotations of

axes. It allows for the validation of extremely stable and robust structures. Each
replicate is supposed to produce the original axes with the same ranks (order of the
eigenvalues).

Total Bootstrap type 2 is ideally devoted to the validation of axes considered
as latent variables, without paying attention to the order of the corresponding
eigenvalues.

Total Bootstrap type 3 allows for the validtion of a whole subspace. If, for
instance, the subspace spanned by the first four replicated axes can coincide with
the original four-dimensional subspace, one could find a rotation that can put into
coincidence the homologous axes. In practice, the results are similar to those
obtained with partial Bootstrap.

3.4 SPECIFIC BOOTSTRAP AND STATISTICAL INFERENCE

In the case of textual data, these resampling techniques can help to solve the
problem of plurality of statistical units (see, in the case of responses to open
questions: Tuzzi and Tweedie, 2000). In fact, two (or more) levels of statistical units
do coexist in textual data analysis. On the one hand, observations or individuals
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(with their usual meaning in statistics) could be respondents (case of sample
surveys) or, e.g., cybernauts, web-users (case of web-mining). On the other hand,
within the same textual corpus, other types of observations or individuals could be
occurrences (token), words, lemmas, phrases.

The principle of replication can be customised to both mentioned levels,
leading to conclusions adapted to the expected inference. In the case of responses
to open-ended questions in a sample survey, a replicate of the lexical table could be
built through a drawing with replacement of the respondents, or alternatively
through a drawing with replacement of the words. Owing to the discrepancies of
response sizes, a pattern could be significant when the statistical unit is the word,
and not relevant if the statistical unit is the respondent.

4. EXAMPLES OF APPLICATION

4.1   DATA SET

Our data set comes from an international sample survey conducted in 1990 on
behaviors and food preferences of people in three metropolises: Paris, New York
and Tokyo. This survey was instigated by the Institute of Research on Urban Life
(a Japanese research institute sponsored by Tokyo Gas Company Ltd) under the
direction of H. Akuto (1992).

The questionnaire included a number of closed-end questions (common to the
three countries) that described in detail the socio-demographic characteristics of
the respondents. In addition the questionnaire had two open-ended questions, also
common to the three countries.

We will study the first open-ended question the wording of which in the
English version was as follows:  What dishes do you like and eat often? with a probe:
Any other dishes you like and eat often? Some of the answers consisted of a simple
list of items (names of food products or food specialties), others were in the form
of relatively formal sentences, elaborating on the choices given with comments
about diet or even lifestyle.

In this example we focus on the sub-sample of people interviewed in New
York, smaller than the other ones (634 persons). The corpus of open-ended
responses contains 2654 occurrences of 337 distinct words. Of these 2654
occurrences, 2231  (or 84%) concern the 82 most frequently occurring words (that
appear more than 4 times).
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4.2  DIRECT ANALYSIS (UNSUPERVISED ANALYSIS AT THE OUTSET)

The approach described in Section 2 (Alceste type analysis, also known as direct
analysis in survey context) consists of analysing directly the 634 individual
responses (considered in this case as natural elementary units of context).

The centroids of six categories of respondents obtained by cross-tabulating
age (3 categories) with gender (2 categories) are projected afterwards as
supplementary elements.

Table 1: Coordinates and test-values for 6 supplementary categories and 2
principal axes

Categories Base Coordinates Test-values
1 2 1 2

Male <30   65  0.07  0.32  0.6  2.7

Male 30-50 142  0.17  0.07  2.3  0.9

Male >50   97 -0.26 -0.10 -2.7 -1.1

Female <30   88  0.08 -0.16  0.8 -1.7

Female 30-50 136  0.08 -0.09  1.1 -1.1

Female >50 106 -0.21  0.05 -2.4  0.6

It appears that two categories (older people of both genders) have a significant
location on the first axis. As shown in Table 1, we have used the test-values, a
classical statistical test for supplementary elements, (see, for example, in the case
of textual data: Lebart et al, 1998). For the two aforementioned categories, the
signed test-values are t = -2.4 and t = -2.7. Remind that test values are obtained
through a conversion of a probability into a standardised normal variable. All the
other categories are located on the positive side of the first axis. The category male
30-50 have a significant positive coordinate (t = 2.3). The younger males characterise
the second axis.

Since these categories are not used to build the axes, a classical statistical test
suffices to assess the results.

About the locations of the words in this direct (unsupervised) phase of
analysis, the co-occurrences within responses are privileged (for instance, Food is
close to both Italian and Chinese, Duck close to Orange – apparently a popular
recipe in New York – etc.). These co-occurrences within responses do not coincide
in general with the co-occurrences within categories of respondent. The forthcoming
analyses are therefore a complement (and not a substitute) to the direct analysis of
this section.



Validation techniques for textual data analysis 45

4.3  EXAMPLE OF PARTIAL BOOTSTRAP

The responses are now amalgamated into 6 texts according to a partitioning of the
sample into the previous 6 categories, obtained by cross-tabulating age with gender.
All the following figures contain an excerpt (only 6 words and/or 6 categories) of
the principal plane obtained from a CA of the contingency table cross-tabulating the
82 words (rows) appearing at least 5 times, and the 6 categories of respondents
(columns). The entry (i, j) of such table is the number of occurrences of word i in
the responses belonging to category j.

Figure 1 shows the six confidence ellipses for six texts (categories of
respondents) located in the principal plane mentioned above. These ellipses are
clearly non-overlapping, therefore the corresponding lexical profiles are significantly
different. Remarkably, the lexical profiles allow for separating both the genders and
the age categories. The CA was not supposed to know that the partition into six
classes was the results of a cross-tabulation between two variables! The observed
pattern is a consequence of the predictive power of the lexical profiles.

Figure 1: Confidence ellipses from partial Bootstrap for six texts (categories)

Figure 2  shows, in the same plane spanned by the two first axes, six row-points
(words). The sizes of the ellipses may come as a surprise for  newcomers or
practitioners used to overestimate the accuracy of such displays. The words
corresponding to strongly overlapping ellipses could not be deemed to be significantly
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distinct as regard their distributions among the six categories (columns of the (82
x 6) lexical contingency table).

Thus, the words hamburger and grilled, despite their distinct locations,
probably correspond to the same profile of respondents (chiefly: young males).
Such profile is significantly distinct from those of the words vegetable and fruits.
Note that the singular of soup (lower side close to “males over 50”) is markedly
distinct from the plural soups (“females over 50”).

Figure 2: Confidence ellipses from partial Bootstrap for six words (out of 82)

 

 

4.4  EXAMPLE OF TOTAL BOOTSTRAP

We have chosen to present the results of total Bootstrap of type 2. In this procedure,
the replicates are re-analysed (and not only projected as supplementary elements,
as in the partial Bootstrap). The Bootstrap of type 2 introduces the corrections
implied by possible interchange of axes for certain replicates.

These interchanges could be responsible for large perturbations leading to
unduly large confidence areas.
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Figure 3 shows the confidence ellipses produced by total Bootstrap of type
2: evidently, the ellipses are much larger than those of Figure 1. The pattern
observed in Figure 1 reappears, albeit less clearly. We can deduce from this
validation more severe than the partial Bootstrap that the opposition between
younger and older categories remains significant. The opposition between genders
for the two younger categories is no more visible, whereas it subsists for the older
categories. As regards the interpretation, this opposition could be either a generation
effect (change of lifestyle over time) or an age effect (evolution of tastes and habits
with the passing of the years).

 

Figure 3: Confidence ellipses from total Bootstrap type 2 for the six categories
(type 2 = correction for possible exchanges of axes)

[to be compared with Figure 1]

Figure 4 is similar to Figure 2, with, as expected, larger confidence ellipses.
The distinction between the singular and the plural of the word “soup” or is still
valid, albeit less marked. We can now conclude from this severe validation
procedure that the females over 50 mention preferably the plural (contrary to their
male counterparts).
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This may be interpreted as a difference of knowledge or perception about that
dish, women seemingly being more aware of the potential variety of these dishes.
Other interpretations are evidently possible, but our aim here is limited to the
following methodological result: a particular statistical fact has been clearly
established and assessed.

4.5  EXAMPLE OF SPECIFIC BOOTSTRAP

Figure 5 shows again the same set of six points-categories after a partial specific
Bootstrap involving a drawing with replacement of a sample of 634 respondents out
of the original sample of the same size. Remind that, in Sections 4.2 and 4.3,
Bootstrap involved a drawing with replacements of 2231 occurrences of words in
the (82 x 6) contingency table (words x categories).

As far as the sizes are concerned, the ellipses are similar to those of Figure 1,
but their shapes are different. The interpretation of the visualisation remains the
same. In most applications, a drawing of respondents (i.e.: bags of words) induces
a larger perturbation of the data than a direct drawing of the words. But in this case,
owing to the balanced structure of the responses (short and terse texts, all about the
same size, without repetition of the same word within responses), the specific

 

Figure 4: Confidence ellipses from total Bootstrap type 2 for six words (out of 82)
 [to be compared with Figure 2]
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Figure 5: Confidence ellipses from specific partial Bootstrap for the six categories

4.6   VALIDATION STRATEGY

We have seen that the partial Bootstrap is too lenient (and somewhat similar to total
Bootstrap type 3), and that the total Bootstrap type 1 is far too conservative. That
means that if the partial Bootstrap provides a bad visualisation (most ellipses
overlapping or entangled), one can safely reject the hypothesis of an underlying
structure. Conversely, if the total Bootstrap provide a good visualization (mostly:
existence of non overlapping ellipses) that means that a meaningful and exceptionally
stable structure does exist.

Experiences in the field suggests to start with the partial Bootstrap as a
default option, then to confirm the observed structure (if any) with the total
Bootstrap type 2 (as done in the previous example) which is moderately conservative.
The other options could be disregarded in practice, despite their theoretical interest
as limiting cases.

In the context of sample surveys with open-ended questions, the specific
Bootstrap (with the same options: partial Bootstrap and total Bootstrap type 2) is
mandatory to validate a generalisation of the results to a parent population.

partial Bootstrap does not invalidate the conclusions of the normal partial Bootstrap.
The specific Bootstrap is however the right procedure to be carried out whenever
it is needed to infer the results to the parent population of respondents. The lack of
space does not allow for displaying all the other possibilities.
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5. CONCLUSION

We have shown in Section 2 that the extraction of small artificial statistical units
from a corpus, a methodology mainly used by practitioners, has some advantages
from the point of view of validation. To separate the units from the text categories
means recommending a purely inductive approach: to discover structures that
emanate from the raw corpus independently of any external knowledge. It is then
useful to compare the discovered structures with the existing categories. An
external validation is then implicitly performed. However, establishing the reality
of these structures and assessing the obtained visualisations remains necessary. The
computer intensive techniques of re-sampling dealt with in Sections 3 and 4 provide
the researcher with the indispensable inferential tools to validate their discoveries.
The Bootstrap methods and their adaptations to textual data produce confidence
areas that should discourage some practitioners from over-interpreting the produced
graphical patterns. These techniques contribute to enrich and give a scientific status
to inductive methodologies sometimes deemed to be merely impressionistic.

Software note:  The software (Dtm-Vic: Data and Text Mining) enabling text miners to

carry out all the Bootstrap techniques described in Section 3 can be freely downloaded from

the Web site: http://www.dtm-vic.com.
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