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Abstract This paper shows a new procedure to select categorical variables and combina-
tions of their categories (strings) in a predictive context. Our method can be compared
with predictive rule induction models such as regression trees on the basis of appropri-
ate model indicators derived from classical concentration measures. We show how our
proposal works on a real data set that involves the study of the penetration of beverage
products in the HoReCa (Hotel, Restaurant and Coffee) distribution channel. Finally, we
test the achieved results with a cross validation exercise.
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1. INTRODUCTION

In classification, or supervised learning problems, the structure of interest may

often be contained in only a subset of the available variables and inclusion of

unnecessary variables in the learning procedure may degrade the results. In these

cases some form of variable selection prior to, or incorporated into the fitting

procedure may be advisable (see e.g. Gottardo et al., 2009).

Furthermore, variable selection is an important issue in many applications of

statistics where the main objective is discovering predictive patterns in data that

could enhance our understanding in specific applications (see e.g. Hastie et al.,

2009 and Giudici and Figini, 2009). In our opinion, predictive patterns can be

assimilated also to specific categories of categorical variables highly related to a

continuous response variable. In this paper we present a novel technique (called

string analysis) of variable selection which aims at selecting, in an exploratory

way, which combination of the categories of the categorical variables, can be cho-

sen to explain a continuous response variable.

In order to reach this objective we have proposed and implemented a rule

induction methodology similar to local association rules (see e.g.  Hand et al.,
2001, Giudici and Figini, 2009) and related measures of interest.

The methodology developed can be applied to describe the association struc-

ture among the categories of a set of categorical variables in a given database, with
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the eventual aim of predicting a continuous response variable. From an empirical

point of view the results achieved with string analysis are comparable, in terms of

performance, with related rules induction models based on regression trees (see

e.g. Hastie et al. 2009).

The paper is organized as follows: Section 2 describes our methodological

proposal; Section 3 shows empirical evidences derived on a real marketing dataset

and finally, Section 4 presents the conclusions and underlines the possibility to

employ this contribution in different frameworks.

2. PROPOSAL

In order to describe our proposal, for observation n = 1, . . . ,N, let T be a con-

tinuous response variable with possible values on (0,+∞) and V1, ...,VI a set of

I categorical explanatory variables each one characterised by a different number

of categories. Our method employs V1, ...,VI in order to identify combinations of

categories (strings) highly related with T .

Let V1,V2, . . . ,VI be the available variables, characterized respectively by the

category sets V1 = (a : a = (1, . . . ,a∗)), V2 = (b : b = (1, . . . ,b∗)), ... , VI(i : i =
(1, . . . , i∗)), where a∗,b∗, ..., i∗ are, respectively, the number of categories for vari-

ables V1,V2, . . . ,Vi. A string is an element of the Cartesian product between the

variable categories: S = (V1 = a
∧

V2 = b
∧

. . .
∧

VI = i).
In a set of variables it is possible to define different strings by merging cate-

gories of a variable or excluding a variable at a time, each of them will be denoted

by Sk, k = 1, . . . ,K. Among all possible strings, we want to choose the ones that

“best explain” the response variable T .

In the following analysis, we consider all possible strings obtained using all

possible category combinations of the selected variables. In order to reduce the

number of strings under consideration we propose as measures of interest the

intensity and the frequency. More formally, we define for the k − th string the

Relative Intensity (RIk) of the target T as follows:

RIk =
∑Nk

n=1 Tnk

∑N
n=1 Tn

, (1)

where Nk is the absolute frequency of the string Sk, Tnk is the corresponding target

value computed as the sum of the observations included in Sk, and ∑N
n=1 Tn is the

sum of all target values.

By construction, RIk ∈ [0,1]: if RIk is close to 1, it means that the strings

considered perfectly explain the target T , if RIk is closed to 0 the string under
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analysis is not relevant to explain the target variable. Furthermore, the information

provided by RIk should be joined with the relative frequency of each string RFk

computed as:

RFk =
Nk

N
, (2)

where Nk is the number of observations included in the k− th string and N is the

sample size available; by construction RFk ∈ [0,1] and RF ≥ RI.

In order to select the most important strings, following the guidelines dis-

cussed in concentration studies, we propose as a measure for a string Sk the quan-

tity Dk which indicates the difference between the frequency RFk and the intensity

RIk. Since Dk is not bounded, we can further elaborate the concept behind the

Dk statistics and develop string specific concentration measures (see e.g. Gast-

wirth, 1972). A reasonable relative indicator of concentration must be close to

zero when the concentration is minimum, and close to 1 when the concentration

is maximum. We propose to normalise Dk as follows.

More precisely, Gk = ∑
Nk
l=1 RFl(k)−RIl(k)

∑
Nk
l=1 RFl(k)

, k = 1, . . . ,K, 0 ≤ Gk ≤ 1. Note that Gk

can be interpreted as the Gini concentration index for inequality measure (Gini,

1965).

From a theoretical point of view two extreme situations are thus possible for

each string:

1. Minimum response concentration (equi-distribution): the string shares equal

quantities of the T variable.

2. Maximum response concentration: one string has the total amount of target

and the others have 0. This means that for the k− th string RIk = T and for

the k−1 strings RIk = 0 and Gk = 1.

Another property of Gk is that it directly provides a performance measure for each

string. The best situation is achieved when the specific string shows a Gk equals

to 1: this means that a specific combination of categories of the selected variables

explains perfectly the dependent variable.

We finally remark that our proposal could be compared to regression tree

models (Hastie et al., 2001). This is an iterative process of splitting the data into

classes, and then splitting it up further on each of the branches. Initially all the
records in the training set (the pre-classified records that are used to determine the

structure of the tree) are together and the algorithm chooses the split that partitions

the data into two parts such that it minimizes the sum of the squared deviations
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from the mean computed in the separate parts. This splitting or partitioning is

then applied to each of the new branches. The process continues until each node

reaches a user-specified stopping rule and becomes a terminal node.

As a result, regression tree analysis generates rules across the data involved in

the analysis which can be compared with the rules obtained with string analysis.

3. APPLICATION

We now apply our proposal to a real problem that involves the study of the penetra-

tion of beverage products in the HoReCa (Hotel, Restaurant and Cafe) distribution

channel.

The Italian group “Partesa” wants to estimate the profit for a set of specific

beverages on the basis of categorical variables coming from a questionnaire. The

questionnaire has been delivered to various sale points of the HoReCa channel,

in the Italian provinces of Turin and Forlí. The objective is to find out which

combination of variable categories (strings) are most important to explain an in-

crement in the profit. We remark that similar problems can be solved in a more

traditional way, based on predictive models (both parametric, and non-parametric,

see e.g. Hand et al. 2001). This, however, has the disadvantage of under-reporting
the results of the selection process. In our setting, users want to share and under-
stand, in a clear way, why some explanatory variables are important where as others
are not.

The questionnaire collects, for each statistical unit of interest (shop), qualita-

tive information on: localization, services, type, commodities and entertainment.

The statistical variables derived from the questionnaire are both nominal and or-

dinal. The sample size is 294.

First we have cleaned the data and we have deleted the blank fields (missing

values). The resulting database is composed of 234 observations, 8 categorical

variables and one response variable, the beer profit.

The analysis invloves the variables: Surface (S), Daily Closing (DC), Beer
Way (BW) and Inside Tables (IT) and the response variable T is the beer profit.

As suggested by our data provider, we have deleted the variables related to geo-

graphical information. The variable S points out shop size, DC identifies the day

hour when the shop is closed, BW shows how many beer taps there are in the shop

and, finally, IT indicates how many tables are indoor.

We should consider all strings: namely, all the possible combinations of the

categories of the four variables: S, DC, BW and IT. This amounts to potentially

consider 56 strings. The interest measure Gk leads to the selection of the most
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relevant strings as shown in Table 1.

Table 1: String analysis: results

DC S IT BW Gk

String 1 2 2 2 2 0.499

String 2 1 2 1 2 0.447

String 3 3 2 1 3 0.436

String 4 2 1 1 2 0.404

String 5 2 2 1 3 0.379

String 6 2 2 1 2 0.287

In Table 1 the strings are ordered with respect to the measure of relevance

expressed by Gk; according to this performance measure, the best string is String

1, which considers category 2 of variable DC, category 2 of variable S, category

2 of variable IT and category 2 of variable BW . On the basis of the interpretation

of Gk reported in Section 2, starting from the 56 possible strings, we have decided

to select the 6 strings with the largest value of Gk. The strings listed in Table

1 include 32% of observations (∑6
k=1 RFk = 32%) and capture 51% of the total

profit (∑6
k=1 RIk = 51%).

As pointed out in Section 2, string analysis could be compared with regres-

sion tree models (see e.g. Hastie et al., 2009 and Breiman et al., 1984).

Taking beer profit as response variable and the categorical variables involved

in string analysis as predictors, the rules of the selected regression tree are shown

in Table 2.

Table 2 shows the rules that correspond to the nine terminal nodes (leaves) of

the selected tree. In order to compare regression trees with our methodology we

calculate in Table 3 the Gk measure for the rules selected by the tree.

On the basis of Table 3 and Table 1 we note that: comparing the values of Gk

computed both for the chosen strings and for the regression tree rules underline the

superiority of our proposal; for marketing purposes and traceability of the results,

the examined application tree rules are less precise as they involve combinations

of multiple variable categories, rather than a single variable category. This occurs

for 7 out of the 9 tree rules.

In order to verify whether string rules can be used to predict the tree ones,

we have verified the performance of our methodology across two different data

subsets, taking a split partition consisting of 80% as training and 20% as validation

dataset. Table 4 shows the results of the cross validation.
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Table 2: Regression tree: results

Rule Tree Sequences T % Incidence

1 If DW=3 and DC=3 304.5 0.9

2 If DW=2 and DC=3 1 92.8 1.3

3 If IT=1 and PS=1 and BW=3 and DC=(2,1) 240.2 13.2

4 If IT=(2,3) and PS=1 and BW=3 and DC=(2,1) 161.9 5.6

5 If PS=2 and BW=3 and DC=(2,1) 293.4 8.1

6 If OT=(2,3) and WO=(1,3) and BW=(1,2) and DC=(2,1) 159.2 24.4

7 If OT=1 and WO=(1,3) and BW=(1,2) and DC=(2,1) 157.7 34.6

8 If S=2 and WO=2 and BW=(1,2) and DC=(2,1) 317.9 2.1

9 If S=1 and WO=2 and BW=(1,2) and DC=(2,1) 242.5  9.8

Table 3: Regression tree: Performance of the selected rules

DC S IT BW Gk

Rule 8 (2, 1) 2 (2∧1) 0.43

Rule 4 (2, 1) (2, 3) 3 0.41

Rule 9 (2, 1) 1 (2, 1) 0.40

Rule 3 (2, 1)  1 3 0.35

Rule 7 (2, 1) (2, 1) 0.33

Rule 6 (2, 1) (2, 1) 0.32

Rule 5 (2, 1) 3 0.30

Rule 1 3 0.20

Rule 2 3 0.20

Table 4: Measures of relevance for training Gk(T) and validation Gk(V) sets

DC S IT BW SC Gk(T) Gk(V)

String 1 3 2 1 2 2 0.855
String 2 2 2 2 2 1 0.715
String 3 2 2 1 3 1 0.683
String 4 1 1 1 2 2 0.605 0.736
String 5 2 1 1 2 1 0.581
String 6 2 2 2 2 2 0.579
String 7 2 2 1 2 1 0.549 0.723
String 8 2 2 2 2 2 0.452
String 9 3 2 1 3 1 0.292
String 10 2 2 1 2 2 0.162 0.365
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Table 4 reports the relevance measured through the Gk index of 10 strings

selected in the training data (Gk(T )) using our approach described in Section 2.

In Table 4, 3 of the 10 strings have been selected on the validation data set. For

those strings, we have computed as measure of relevance (Gk(V )). The cross

validation exercise underlines that the 3 of the 10 strings selected in the training

set are relevant in the validation procedure. This shows the consistency of our

method.

On the validation data set, String 7 and 4 are the best ones with a Gk(V ) value

higher than 0.70. We finally point out that the strings selected in the validation

include capture 41.69% of the total profit (∑3
k=1 RIk = 41.69%).

4. CONCLUSIONS

This paper proposes a new procedure to select categorical variables and combi-

nations of their categories (strings) in a predictive context. Our method can be

considered an extension, in a supervised context, of association rules to the case

of categorical, rather than binary, itemsets.

Our methodology can be seen as a transparent exploratory way to select quali-

tative predictor variables (and variable categories) for a quantitative response. For

the sake of completeness, we have compared our outputs with the application of a

“traditional” supervised model, the regression tree. Regression trees can generate

classification rules similar to strings, that can therefore be compared in terms of

performance.

The results of our comparison show the superiority of our proposal. We be-

lieve that the proposed methods and the related assessment measures are a good

starting point to build a statistical model able to predict a continuous response

variable on the basis of categorical explanatory. This can be of help for merging

data of different kinds (see e.g. Figini and Giudici, 2011 and Figini et al. 2010).
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